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Overview

DHCP is the Dynamic Host Configuration Protocol. It uses a client server model to provide configuration information to selected network hosts on a TCP/IP network. 

RFC 2131 defines the specifications for DHCP. RFC 2131 is online from the following document URL: http://www.faqs.org/rfcs/rfc2131.html. One finds DHCP on networks with a dynamic population such as students on a campus network or cable modems on a broadband network. DHCP makes administration of large, transient network users easier in terms of IP management and allocation.

Dhcpreg is a mechanism for adding, removing, and checking host entries in a dhcpd.conf file. This was born out of a desire to have a 'registered' dhcp system where the system is aware of all cable or DSL modem MAC addresses. Users would register their CPEs (Customer Premises Equipment) for DSL and CMs (Cable Modems) for cable modem service. This would allow administrators to easily keep track of thousands of potential users by keeping a master list of devices that can use the system.  It also provides a one to one ownership relationship of equipment to customer for tracking problems and security concerns. Since users would be required to register, tracing problems to a single CM and therefore a single user. In essence, this registration system makes managing the users easier in terms of tracking usage and accountability should there be problems.


In summary, DHCPReg is a tool for organization. It allows an organization to responsibly conduct the business of providing high bandwidth network access.  It allows for accurate billing and tracking information for the user base at large.

Background

DHCPReg was originally written on behalf of my employer to fill an immediate need to control access to a new cable modem service. As the usage of the system grew and demands for features grew, a need to add more functionality arose. Features were added as needed, but not planned. The original design was not expandable or modular. This limited plans for future uses. The current system would work fine, but it was far from ideal in terms of interface, efficiency, and maintainability. Due to these factors, a redesign of the package made sense. 


DHCPReg has a limited target audience. DHCPReg is for use by systems administrators/analysts using the DHCP reference server from the Internet Software Consortium, which is available freely as source code and works on a variety of Unix-based systems as well as Windows NT and 2000 servers. Further, organizations that require customers sign up for specific services or register with IT departments or billing are the true target audience. DHCPReg will help these organizations meet their registration requirements in a simple, effective way.

The current, stable release version of DHCPReg, including past versions, new beta version and some rudimentary documentation, is located at the Systhug web site: http://www.systhug.com/dhcpreg/. Interrupt.pm, a perl module that watches for user-generated signals that DHCPReg has dependencies on is located here: http://www.systhug.com/Interrupt/. All software related to DHCPReg is freely available under the combined Gnu Public License (GPL) and Perl Artistic License. 

Methodologies and Goals

All programming for DHCPReg was originally in Perl. This will continue to be the case with the rewrite of DHCPReg. The rationale for choosing Perl in this instance is due to the parsing abilities and file manipulation ease that Perl allows. Perl is also extremely portable, usable on most Unix variants, as well as Windows and Macintosh OSes.

Currently, there are four separate utilities within DHCPReg. Part of the design plan included reducing that to as few separate utilities as possible. This will allow less complexity of code and fewer utilities for the user to remember. A side effect of condensing the utilities will mean that DHCPReg must be broken down into discrete modules that the utilities will use. Further, modularizing code also brings the possibility of code reuse in other DHCP-related projects, making the code that much more valuable over time.

The goal of the code redesign was to end up with very clean C-style mains that use the included modules to handle common functions. This will make the maintenance of the software package easier for the long term. By the end of the project, inserting new routines will not require significant changes to the main code base. 

Another goal of the project was to improve the interface. The transition from old style, more verbose switches to short, easier to remember switches was a central idea. In addition, making it so that input was consistent and always had an associated switch would be less confusing to users. These things would make learning and using the tool easier overall.

Finally, a last goal was to improve packaging and create a CGI interface. The current DHCPReg packaging has several forms. There is a tarred and gzipped file that the administrator can unpack and install. Packages for RPM (RedHat Package Manager) were also created. Within these packages, there were two installation methodologies, secure and standard. The primary difference was the permissions placed on the Perl scripts: SUID or non-SUID. The design would call for the creation of a third package, modules, to separate the modules from the executables and package documentation. This would allow for the easy reuse of modules by other code, including CGIs, without depending on executable scripts.

Analysis of Completed Project

Early complications made for a rough start. Nothing ever quite goes as planned, I suppose. There were issues with the version control system used (CVS) and as a result, an entire module was lost early in the project. That setback was a momentum crusher. 


Once CVS usage was under control, the project marched along on a regular pace, barring some unforeseen complications with work issues. The process of moving modules from the monolithic code out into standalone modules was far more complicated than anticipated. The problems found there included the following: inconsistent input handling yielding unpredictable results, file locking contention between modules, keeping variables consistent, and making sure that all dependencies were met. This appears to be oversimplifying since it took at least 10-12 hours over 3 sessions to get the modules created from the original dhcpreg.pl script. That did not even include debugging them, streamlining them, and testing them thoroughly. This was unforeseen and caused the entire timetable to slip.


Problems with the original DHCPReg modules cropped up as progress on version 2.0alpha moved forward. Two original modules ended up consumed by the Add and Delete modules. This seems counter to the goals, but one module’s code was actually smaller than the number of lines it took to move it out into the Perl namespace for use by dhcpreg.pl. The other caused a nightmare of file locking and naming. This made it simpler to roll them back into other modules.


After all modules had at least the skeleton of their functionality, it was time to work on the main body of DHCPReg. The dhcpreg.pl script went from 344 lines to 222. Beyond that, despite the shrink in lines, comments increased from 81 lines to 92 (or from 23% to 41% of total lines). This focuses on turning the dhcpreg.pl script into a leaner tool that is the control center for calling the portions of the program that do the file writes, checks, and deletes. The increase in comment lines also meets a design goal of providing a better map to what the code does in any given section.


Making the functionality work became the primary focus once the skeleton was complete. The interactions of functions became problematic. It was important to note what modules passed what data out and what data they required inbound. Before, it was not an issue because one script shared all variables in one namespace. Figuring this out became the center of the job, then. Getting all scripts’ input working as needed turned out to be a 4-5 hour job. 

Once the basic concepts worked, though not perfectly, it became necessary to start splitting pieces of modules out into their own modules. This was required for the modularity and expandability that was the goal of the project. The primary modules that resulted from this coding session were the Write*.pm modules that add entries into the dhcpd.conf file. In making the calls to write dependent on a flag passed by the user, additional write calls can be made easily by adding an if clause to the logic loop and a module to handle the actual write.

Beyond this, it came down to bug hunting. Once the modules were all present, figuring out what was the source of problems for each function because the center of the project. Coding sessions generally consisted of working on one specific function. When the debugging was complete, the next function was examined. This process took at least 14-15 hours. The bugs were often quite hard to spot as the code jumped from module to module to do the appropriate thing. This involved very tedious application of debugging code where needed and the Perl debugger to spot where forks happened.

After bug hunting came polishing of the code. This process took about 5-6 hours. It consisted of trimming out extraneous, unused variables, removing duplicate code or code that was no longer necessary and fixing formatting issues. This process, though also tedious, helps make the code more readable. It also removes points of confusion by eliminating unnecessary code.

Last but certainly not least came working on documentation. This consisted of working on the inline documentation that is included in the Perl modules as POD, putting code comments to make the code readable, and updating the package’s text files. The inline docs do not enhance the usability of the code but they do improve the maintainability. People who wish to examine the code can now get a better idea as to what happens in each section. The completion of documentation marked the entry into the test phase.

Testing was an involved process that also was quite time consuming. It involved trying every aspect of the documented functionality and then trying to break it. This process did uncover some bugs, as noted in the CHANGES.beta document (See Appendix 1). In addition, when looking for problems, it also helped to find lingering format or documentation issues that needed attention. 

Once the results of a final round of testing were satisfactory, the package moved from alpha status into beta. It is not release code quite yet due to desires to do even more extensive testing and perhaps some minor code changes to change non-essential behavior.

At the end of the project, most of the goals were met. The most important aspects such as cleaning the code, making it modular, and making it more maintainable were achieved. The repackaging goals and CGI plans did not become reality due to lack of time. When the project was completed, between 75-80 programming hours were logged in DHCPReg v2.00alpha.  This does not include time spent away from the computer considering the issues or soliciting opinions from users and programmers. Time spent in design, critical thinking, doing layouts on the whiteboard, etc, accounted for another 15-20 hours.

Overall, the results of this project were satisfactory. Though not as much work was completed as anticipated, the result still accomplishes the primary goal. Further enhancements now become a much simpler process. The additional goals of demonstration learned skills as well as honing those skills were also met. 

Incidentally (and unrelated), during the course of working on DHCPReg, the author read a book called Software Overruns. This book covers how bad planning, bad controls, and bad budgeting in time and money cause software development to be much more costly than most people anticipate. After working on a somewhat simple project with very directed goals and no staffing or budget complications, I can certainly understand how this could happen. It did not contribute or detract from this project, but it opened my eyes to real world issues that one might encounter.

Peer Review

As part of the project, selected downloaders of DHCPReg were sent a peer review questionnaire. Those selected were generally people who had made inquiries in the past about DHCPReg v1.x or that had made feature requests. These people were chosen because they are already familiar with the code base and functionality. Those users were advised that the rewrite of DHCPReg was being done for class credit and that any time they could spare would help. Responses were lighter than I had hoped, but I did get six replies. The primary goal in this was to show the growth and development of programming style and skills as well as the skills of creating a user friendly interface and storing data in a logical, usable, retrievable way.


The questions asked were:


 1) What comments/ideas/thoughts do you have about the new code ?

             2) What, in your opinion, should be done to make it better code ?

             3) What features are missing from DHCPReg that you think should be present ?

             4) What do you like about the program and functionality ?

             5) What don't you like about the program and functionality ?

             6) What comments/ideas/thoughts do you have about the new code in relation to                    the old code base ?

             7) Do you have any comments or suggestions not covered above ?


Two of the reviews were quite lengthy with lots of good data to work with. These reviews are included in Appendix 2. This is partially to show how thorough they were and to, in essence, toot my own horn a bit. It is important to note that these two reviewers are familiar with other code that I have written and have collaborated with me (and others) on larger projects like McFeely, http://www.systhug.com/mcfeely/.


The overall impression received from the feedback indicates to me that the updates are a success. There are still minor problems, but the functionality is still there, the readability of the code is better, and the maintainability is improved. These are key goals to achieve for a project such as this.


The reviewers indicated some specific points as improvements. All remarked on the improved use of comments in the main program, dhcpreg.pl, as well as in the supporting module code. One reviewer even parsed through the code and noted the ratio of code to comments. Another reviewer noted that it became much easier to trace the progress through the program with the new, improved comments in the code. 


Two reviewers particularly noted the changed interface. They both indicated that the previous command line arguments were prone to error and were much harder to remember since they used long switch names. They mentioned that the new interface had more options from dhcpreg.pl, which made it easier for them to work with and fewer utilities to remember. 


Reviewers offered some suggestions, as well, to make it better code. One person suggested using object oriented code and make the data be instantiated data objects, which would make for cleaner, more efficient manipulation. Another suggested an API handler DHCPReg.pm that would bring all DHCPReg objects into the working name space. Another suggestion was the rolling in of all other *.pl scripts into one main body. Suggestions covering error and exception handling, better regexps for trapping user input, better variable notation were included, amongst others, as ways to improve the code base in future revisions. These suggestions are quite useful, though some of them are major architectural changes and will be put into the hopper for the next revision of the code.


In all, the reviewers indicated a step forward with the latest revision of DHCPReg. There were many useful ideas on how to make improvements to code, interface, documentation, and overall style. These tips will be useful for completing DHCPReg v3.x, which will be released in 4-6 months, depending on workload and free time.  The criticism received was extremely constructive and worthwhile. The peer review concept in general seemed to work well because it let those who are either familiar with the code base or the author’s programming work delve into things and figure out the where the project succeeds, fails, and could use improvement.

Conclusions


The experience of reworking the DHCPReg code has actually been quite rewarding. While the original implementation fit a need it was not well designed or planned. The rewritten code in version 2.x is a product of careful consideration, planning, layout, bouncing ideas off colleagues, and many long hours in front of a computer. 


The results of this time spent show up in a variety of ways. To look at the old code next to the new code shows improvement in style and efficiency. It also shows improvements to documentation. Further, the code is more modular, easier to work with, easier to collaborate with people on, and generally easier to use as a user, system administrator, or programmer. 


Laying out the goals for a project such as this before even starting gave it direction and milestones to shoot for. Timelines did not always cooperate due to certain aspects of reworking code taking longer than projected. Both of these items were important lessons to learn. These have both cropped up in other times and places, but encountering them repeatedly over the course of the last eight weeks has demonstrated the need for careful planning, conservative estimations for time, and remembering that even the best plans cannot account for all of the problems you will encounter along the way.


All in all, this experience has taught me as much as I’ve learned in just about any other single SLIS class I’ve taken throughout being in the program. While there weren’t lectures, there was certainly reading: reading old code, new code, Perl documentation, Perl references, as well as some minor forays into the DHCPd configuration and lease information. Class times were wherever there were available time ranges: after work, on the weekends, late at night, etc. It was more demanding in a sense that it required efficient use of time and planning to try to block out multiple hours in order to make any sort of progress without constant context switching. When it is all said and done, this rewarding project turned out a real product and let me fulfill a personal goal of redesigning software I was not pleased with.  The feeling of accomplishment brings an extremely satisfactory ending to a long, difficult task.

URLs to Note
Systhug: Home of free software developed by employees and alumni of Kiva Networking

http://www.systhug.com/
DHCPReg: Home page for DHCPReg Utilities Suite

http://www.systhug.com/dhcpreg/
DHCPReg Changes.beta: Change log for v2.x code base of DHCPReg

http://www.systhug.com/dhcpreg/CHANGES.beta
DHCPReg Distribution Site: Downloads of source code and packages of DHCPReg

http://www.systhug.com/dhcpreg/dist/
DHCPReg Beta Distribution Site: Downloads of beta DHCPReg code

http://www.systhug.com/dhcpreg/dist/beta/
Advogato: Free Software Developer’s Advocate

http://advogato.org/
SourceForge: Free development site for Open Source developers

https://sourceforge.net/
Appendix 1

The following is directly taken from the CHANGES.beta log from http://www.systhug.com/dhcpreg/. It shows the progress made during each programming session starting on 2001-06-25 through 2001-08-06.

There has been no editing of this data. It has not been checked for spelling or grammar or altered other than to bring it into a word processor. Changing the data for formatting or grammar seems improper in maintaining a sense of how DHCPReg evolved and grew over the course of the summer. It is also interesting to note that entries prior to 2001-06-25 also are not verbose in terms of actual changes made. This in itself shows some growth in terms of preserving the development process.

All entries are in chronological order.

-=-=-=-=-

$Id: CHANGES,v 1.17.2.16 2001/08/07 03:27:03 jeremy Exp $

Changes for dhcpreg.pl:

2001-08-06

----------
I am considering dhcpreg 2.00 to be in beta now. I've made a new dir

for it. Changed the note on the dhcpreg page.

Added additional comments to CheckAddr.pm. Changed mac var to macaddr

for consistency. Removed duplicate macaddr check.

Added additional comments to CheckConfByName.pm. Fixed some

formatting issues. Made DSL leases return " - DSL" by them to make

them noticable"

Statics actually didn't get found in CheckConfByName. They do now and

also denote "Static" in the results.

CheckName.pm got additional comments, minor fix to POD (typo), and

the Name var was change to username to make it a little more

consistent.

Fixed POD format in CheckStatics.pm.

Made 1kiva revision just be 1 in spec file. Changed INSTALL to match.

It shouldn't have kiva specific tags in the rpm.

Updated the POD in all Write*.pm modules to define the input passed

into the module.

Slight change to '-h' output in dhcpreg.pl. Just a semantic change

in wording. No functionality change.

Added additional comments to CheckMacAddrEntry.pm to denote the logic 

chain followed.

Slightly updated TODO.

2001-08-05

----------
Added some code comments for Add*MacAddr modules.

Toyed with making IPChange.pm, a replacement for the ipchange

script, but instead, I think I'm going to change the ipchange to

comply with the way dhcpreg works and keep it. I did remove the next

call from the del function in ipchange that was screwing up the

config in the other del fucntions. 

Explored other places that need additional code comments. 

It looks like I'm nearing completion and just need to give the whole

thing the once over.

2001-08-04

----------
Found that the separator line must always have a line feed after it.

That's very strange. Looks like telling it to do a 'next' once it

finds the separator ir the wrong thing to do. I've removed it. I did

the same with DelBulMacAddr.

Testing functionality:

Calling help works as advertised (-h)

Adding individual entries works

  - no -n throws proper error

  - username too short/long throws proper error

  - bad macaddrs throw proper errors (length, format, content)

Removing individual entries works

  - extraneous options, e.g. -n are ignored

  - macaddr checks are working correctly

Checking

  - checking statics works

  - trying to check statics and name fails (as it is set to)

  - checking by name works (all check_name checks work,

    length, starting with numbers, containing non alphanumeric)

  - checking by macaddr works (extra options are ignored)

Adding bulk entries works

  - fails if input is not proper (mac whitespace_char name)

  - name checks work, macaddr checks work

Deleting bulk entries works

  - extraneous data causes job to fail (as it should)

  - macaddr checks work

Changes from here happened as a result of the tests above

-----------------------------------------------------------------

Added check to dhcpreg.pl to make sure that -n is called and has a

value if adding an individual entry.

Added check_name to AddBulkMacAddr. Also added a upper->lower tr for 

username. Added the same tr to AddMacAddr, too.

Added $Name to all output in CheckName.pm so user could tell which

name is failing.

Removed the output from Write* functions I added on 2August2001. It's

really misplaced and misleading. Instead I added an array to the

AddBulkMacAddr function itself and had it print only after successful

returns.

Removed \n from in front of separator line in Del*MacAddr modules

because it keeps added cruft to the config file. It was unnecessary.

Added mac var to CheckName to allow for more verbose output when

using the bulk add function. Also gave special output if username is

null so it makes a little more sense to the user.

2001-08-02

----------
The bug in DelMacAddr was due to the fact that I alter the line

separator from \n to }\n. Fixed that up and changed how the output

writes to make sure it adds in that last bracket.

Also added output to the Write*.pm modules to note when something is

added. 

Fixed how dhcpreg.pl calls a regular check so it works correctly.

2001-08-01

----------

Found a bug in AddBulkMacAddr that allowed the user to give bad

input. The mac was getting checked but username was not. That allowed

for a username to be null. A check for the null string and not a word

string made the difference.

Made some formatting changes in CheckMacAddrEntry to produce a little

nicer output. 

DelBulkMacAddr works now. One fix was to make sure that we are

creating a new tmpconf to append to. Another fix was a logic issue

with CheckMacAddrEntry to make sure we are doing what we expect to be

doing (I was zigging when I should have zagged...)

DelMacAddr is still not quite working. It's somewhere in the logic

for parsing the hash and looking for the passed in macaddr. Tomorrow.

2001-07-31

----------

Started matching all flock locking with flock unlocking. It was

sloppy of me not to do that. It also made me make sure that all OPENs

closed again. At the suggestion of Cdent, I also put SEEKs in after

each flock locking where we append to the file for safety.

The problems with add seem to stem from the check_macaddr bit. As it

stands now, I can add duplicate macaddrs to the dhcpd.conf file. That

is not good. Okay, this is solved. Seems I was stepping on the tmp

file again and again each time I called check_macaddr.

I now have check, add, add bulk, and rm working. rm bulk is balking

me at the moment. I shall tackle that tomorrow night when I can see

again.

Note for later -> Can ipchange be rolled in, too ? I think maybe yes.

2001-07-29

----------

DelMacAddr had a bug in it where it just printed to stdout if it

didn't find the entry to delete. I made it die there and it works much

better. It also prints information as to whether it worked or not. All

functions really need to produce some sort of success/failure message.

I think they all produce failure messages. I'll audit that.

Removed static-dhcpreg.pl from the package. It has been replaced with

WriteStaticEntry.pm in the add routine. It's a step in the right

direction. 

Removed check-static-ips.pl from the package. It has been replaced

with CheckStatics.pm in the check routine. Again, another step in the

right direction. As part of this, another option switch (-s) was

added. A runtime check to make sure -s and -n are not simultaneously

used was added in (that causes the program to die with an error).

2001-07-26

----------

Long day and my eyes hurt. Corrected some typos in AddMacAddrEntry

that were simply == where = would be proper. I also did quite a bit of

extraneous variable cleanup in dhcpreg.pl. I created

WriteStaticEntry.pm that will eventually replace the entire

static-dhcpreg.pl utility because the only real difference there is

the configuration stanza that gets created. It's been added to the

MANIFEST,Makefile, and spec file.

Corrected some of the POD in WriteCableEntry.

2001-07-25

----------

AddMacAddr works now. For some reason I thought it had been working

already, but, alas, no. AddBulkMacAddr is not working right. It is

only adding the last entry in the STDIN instead of all of them. I

suspect a logic problem where WriteCableEntry gets called but am too

bleary eyed to track it.

2001-07-23/24 (late night)

----------

The DelBulkMacAddr module works now. In the transition from one huge

program to a module, I somehow broke it. I'm actually wondering if it

ever worked correctly. I thought it did, but now I'm not so sure. At

any rate, it certainly does now. I need to give some notice in the

docs as to how it should be called. I went ahead and did that in the

README. 

2001-07-23 (early morning)

----------

It actually compiles and mostly works again. The delete function works

correctly and is a little more streamlined. A side effect of this,

though, is that the GetHead module has been removed. Not counting the

file handle open, lock, and close, there were 4 lines of code. I

condensed it into 3 lines for efficiency anyway before deciding that

it wasn't worth keeping for 3 lines. That was far, far less than

setting up the environment and also it was only ever used in the

delete function, anyway. That seems a tad extraneous.

I updated the Makefile, spec, and MANIFEST to reflect GetHead.pm being

gone. 

2001-07-19

----------

I fixed the problem with the compilation bug by squishing the 

checkout_body function back into the delete functions. Unfortunately, 

it looks like to work correctly I may need to do that with the 

get_head function as well. Hrm. Further exploration is necessary.

I also fixed some documentation problems in the Add functions, added 

the DelBulkMacAddr module and removed the README.

At this point, it's still not working quite right but I'm not too 

concerned at this point.

2001-07-18

----------

Started the process of moving the delete functions out to their own

modules. This necessitated going ahead and moving the checkout_body

function out as well. 

In the add_macaddr module there was a documentation error. I corrected

that. 

  Updated CHANGES with last set of CVS information.

  Updated MANIFEST to include new modules.

  Updated spec to include new modules.

  Updated Makefile to include new modules

  Updated the version 

Noticed that CheckName.pm wasn't getting installed in the new stuff.

Added it into Makefile and spec file.

Tracked down why the two new modules were throwing compilation errors. 

I had variables outside the routines and that made things very unhappy 

in terms of scoping. That was an oversite and has been corrected.

Added a readme file and marked the version as unusable. It doesn't

compile at this time, but that's okay. I just wanted to get some

modules going this evening and checkpointed in cvs and on the website.

2001-06-27

----------

  Updated CHANGES with last set of CVS information.

  Updated MANIFEST to include new modules.

  Updated spec to include new modules.

  Updated Makefile to include new modules

  Updated the version to a 2.00alpha designation.

2001-06-25

----------

 Began to reformat the input styles of dhcpreg

  - switching from Getopt::Long to Getopt::Std because it's just

    easier to deal with

  - switched the input from taking the command from $ARGV[0] to

    actually using option input.

 Added test mode switch to code -> it doesn't show up in the command

   line usage options, but that's actually on purpose. That switch is

   for development and should be documented as such.

 Added some additional comments to modules, variables, options, and

   values the options set...basically trying to make the code easier

   to navigate for someone besides me. There were comments, but

   probably not enough.

  Fixed a minor, non-fatal syntax error with how an array value is

  referenced in the AddMacAddr module.

  Diffed the existing, live branch of CheckConfByName module and patched

  the DSL matching changes into my branch because it's needed code.

  Before that patch, checks would only reveal dynamic cable

  registrations and ignore DSL entries. That was an oversight. Further

  checks should allow matches on any type of registration.

----------

CHANGES PRIOR TO 2001-06-25 DO NOT APPLY DIRECTLY TO WORK FOR DHCPReg V2.x
2001-02-02

Fixed some bugs in the way dhcpreg.pl wrote the dhcpd.conf file back

out. The changes should make the file cleaner with less useless white

spaces. Also changed the packaging to break the rpm into multiple

packages and added a safe-install option to the Makefile.

2000-10-20

Added some smarts to the CheckAddr.pl module because the tests weren't

complete. Break apart each pair of numbers in the macaddr and make

sure that they are alphanumeric before letting it through.

2000-09-27

Fooey. I got so pleased with myself for getting get-lease-list.pl working

that I forgot to include IPSort.pm in the Makefile and Specfile and the

script itself from the Specfile. It's all in there now.

2000-09-20

Got get-lease-list.pl working with all functions. Some code cleanup

still needs to happen, but it's working ! IPSort.pm also works now.

2000-09-13

Made a module out of the function that checks for dhcp registration

entries by username from the dhcpd.conf file

2000-09-06

Made a module out of the function that reads/writes the static

portions of the dhcpd.conf file since 3 of 4 scripts were using it

2000-09-05

Made a module out of the mac addr checking function since most of

the scripts here use it

2000-08-30

changed the output formatting using a tip from Jason Fink

<jrf@diverge.org>

2000-05-19

fixed some formatting issues in check-static-ips.pl

2000-05-15

changed die() in check funtions to prints and exits

2000-04-20

Altered static-dhcpreg.pl to check for static addrs/macaddrs by name

2000-04-19

Altered dhcpreg.pl to check for macaddrs by name

2000-04-17

Added ipchange-dhcpreg.pl to allow others to change config files for

CMs.

2000-04-03 - alh

Changed the regex in check_addr to be a little more stringent.

[All changes prior to this didn't get documented in here, I'm sorry to

 say. Suffice it to say that before this date, it worked, but was not

 terribly robust.] -jlf

Appendix 2 – Peer Reviews

Peer Review #3 from Chris Dent

General notes:

This first part is _without_ looking at the new stuff. It's mostly for

my own remembering before I hit the new stuff, but you might find it

illuminating in some fashion.

Downloaded both versions of the code, and went first to v1.02 to see

what it was like. Read the two READMEs, fairly straightforward. README

gave a good overview of why I downloaded the thing in the first place.

It's clear from the README why you wanted to consolidate things into

something a bit more integrated. While I fight for the right small

tool for the right small job, it might be that small was too small in

this first case. Moving on.

Looking just at dhcpreg.pl, first thing I notice is a lack of

copyright, license and contact person in the comments of the code.

In the initial variable declarations, no comments describing what's

what, or why they have been collected in the way they have.

In argument checking, may as well fall through to usage information

(or a summary thereof) instead of telling the user to do it themself.

Subroutines could do with greater abstraction, that is they seem too

deep, could have been broken down more greater (to me) code

readability. Of course this can be problematic if filehandles are

floating around. Which in this case they are. But if you choose

something as the primary thread upon which flow control flows that can

be handled without too much difficulty. In any case, the readability

is not bad, things are just dense.

I like the lengthy comments before the subs but I'm a fan of comments

in the subs too.

The '### Seperator Line' thing is a pain in the ass (especially as you

have it spelt wrong).

GetHead.pm has the inefficient for (iterator), print loop problem

we've discussed before.

Okay, moving on, still haven't run anything, into 2.0...

In the README, the new way of execution makes more sense to me and for

those that it doesn't, the way the arguments are done lend themselves

to creating shell aliases.

It's not immediately clear how the -i and -p options are different or

separate from commands.

This is specious at this point, but for STDIN based input it might be

handy to have a flag which declares a different field separator so if,

for example, the data is coming from a CSV file or something along

those lines you don't have to pre-process the input.

The discussion of ipchange-dhcpreg.pl strikes me as a bit out of the

blue? I'm not sure why.

When you go into the discussion about packing you might benefit from a

"Packaging" header or something like that.

Is Interrupt.pm used by anything else or should it be incorporated. I

have the same question with knetstrings...

Everyone should be security conscious so I would say head the security

section with "Security" and don't give people a quick out...

Moving onto dhcpreg.pl:

Still want for the license, copyright, ownership header in the source

code.

Should the DHCPReg supplied modules have a directory? That is should

they be DHCPReg::*? I'm not sure. You're installing them straight into

site_perl, which if everyone did that things would get a bit messy and

there's a chance of name collisions.

Variable layout better, but I still want definitions.

I'd drop the usage part of if ($opt{h}) die into a sub so you can use

it elsewhere if you so desire.

Like the increased comments, nice step by step. One thing I got in the

habit of doing was creating a %config hash and at the top of the code

drop to a subroutine which populates that hash based on getopts and

other things. Then you have the config hash available to you

throughout. I think tkload was where I took that to a completely

ridiculous, but useful, extreme. There's nothing wrong with what

you've got, but it is something that could be done.

I'd take out the "This is mostly for the benefit of the programmer and

no one else" portion of that comment, simply because I suspect lots of

people could use such a thing to help them prove their awareness of

the program. In fact making it a public option might be worthwhile.

The Where do we go now section I would want closer to the top of the

code (thus moving configuration stuff elsewhere). What I ideally like

to see in a program at the beginning is, right in the code, a very

general outline of what's going on:

  do_config(\%config);

  if a do b

  elsif c do d

  [...]

  else die "this can't happen"

I've never actually managed to pull that off though.

add_entry much more pretty now that you are calling out to other subs.

you have a few lines that are either too close or over 80 characters.

Your else clause would benefit from a global error routine that

decides whether or not to go to a usage routine, instead of just

dieing.

add_entry and del_entry being in dhcpreg.pl and check_* not being

there doesn't seem to make sense to me.

Now in the CHANGES file.

Many of your comments refer to events but not the events themselves:

  In the add_macaddr module there was a documentation error. I

  corrected that.

I'd like to know what the error was. I know that I can diff, read,

whatever, but for some reason I find value in the changelog telling me

about what the error was and how it was fixed. To me a good mental

exercise and valuable for people reading things later. They seem to

get more information dense the closer you get to the present.

You mention that you do a upper->lower tr for username. Is there any

chance of there ever being an upper username?

Module code:

In CheckAddr.pm:

Nice commenting in the subroutines, definite improvement over older

version.

The warn then die thing is nice. It never occurred to me to do that, I

always ended up string long messy strings on one die.

If check_addr you check to see if the bits between the colons are

alphanumeric. It seems, unless you are wanting the specific error

messages you collapse the check down into one regular expression and

skip the split (this is untested, regexp seems suspect):

  if ($macaddr !~ /^([0-9a-f][0-9a-f]:){5}[0-9a-f][0-9a-f]$/) {

     die "bugger bad macaddr, format should be...\n";

  }

(I'm sure there are quite a few other things like this that I could

find and mention, but it sounds like that's not what you are after at

this point?)

Ah, something just occurred to me: you are putting pod in the modules,

implying that they might be used as an API to dhcpd.conf management

separate from dhcpreg.pl but that doesn't seem to be discussed?

In CheckConfByName pleased (again) with the comments. Enhances

readability a goodly amount. You might consider the value of vertical

whitespace, but don't overuse. Also I think anytime flock is called a

comment is deserved to explain what collision you are trying to avoid.

You don't seem to be alarm()ing anywhere, which means it is possible

for your flock()s to block forever. Also, when you die on a flock, it

is not because you couldn't get the lock, it is because there was an

error in the filehandling system. flock will block waiting for the

lock. Have you done some racing tests to see what happens? I'm not

sure how you would do that because things move so quickly, other than

putting a sleep after a flock and before a close to slow things down.

Okay, this is stage one, if you look at this and there are particular

things you need in addition, let me know and I'll make go.

> The questions:

Some answers within

> 1) What comments/ideas/thoughts do you have about the new code ?

See above.

> 2) What, in your opinion, should be done to make it better code ?

See above.

> 3) What features are missing from DHCPReg that you think should be

>    present ?

None that I'm aware of but I've not used the program in any ongoing

sense.

> 4) What do you like about the program and functionality ?

Nice, flexible interface.

> 5) What don't you like about the program and functionality ?

Nice, flexible interface. That is I have to think to use it. If I were

a drone I would want a web based front end of some kind that fed into

the program. Or Kiva::User and McFeely to do it for me.

> 6) What comments/ideas/thoughts do you have about the new code in

>    relation to the old code base ?

The new organization provides a much more flexible and manageable base

for future development and in general just looks better. It also will

make a distributed open development process more possible as

interfaces are well defined and boundaries kept quite clear. Folks

will be able to take ownership of one file or other and improve just

it without impacting others.

> 7) Do you have any comments or suggestions not covered above ?

See above.

Peer Review #5 – Adrian Hosey

Okay, here you go. There's as much philosophical as practical in here, I think. I was just in that kind of mood. So edit as you see fit, but it's a good read. I think.

-=-=-

Let's start with some objective quantitative comparisons. The old dhcpreg had 90 lines of executable statements. The new version has 367 lines. The old version had 56 lines of comments, the new version has 279. That means the older version had approximately a 3/5 ratio of comments to code, while the new version has about 7/10. So despite a substantial increase in the amount of code the amount of comments has not fallen off, it's even increased slightly. This shows an attention to keeping the code well commented even during a period of intense revision. (Which in my experience is when good commenting practice tends to be forgotten.)

It's also interesting to count the executable lines in the .pl

files. Version 1.02 has 488 lines in the .pl files, Version 2.00beta has 234 lines. Inspection shows this is exactly because a great deal of common functionality has been refactored into the module files. Which is the whole point, right?

The average lines-per-subroutine in the 1.02 version (.pm files and .pl

files) is 31.4. The average for the 2.00beta version is 26.1. This may not seem like a great decrease but remember that the lines of code has

quadrupled. So the new code has been added in a more modularized fashion than what the old code maintained.

: 1) What comments/ideas/thoughts do you have about the new code ?

The newest version is a considerable expansion of the old code base, with a well-thought-out and well-organized implementation. In short, it's good stuff.

: 2) What, in your opinion, should be done to make it better code ?

One thing I noticed is that there is no DHCPReg.pm. i.e. a client

programmer (a programmer using our API) cannot do just "use DHCPReg" to

automatically pull in the full functionality of DHCPReg. The existence of a DHCPReg.pm is probably desirable. This abstracts from our client

programmer the boundaries between modules within DHCPReg. That way the

client programmer doesn't have to remember all the individual module

names, and he doesn't have to change his code when a module is added to or removed from DHCPReg. Functionality can if appropriate be migrated between modules without worry that some client code will suddenly find itself not pulling in the correct module. DHCPReg.pm itself does not necessarily have to any other purpose than pulling in the component modules.

If we want to give the client programmer the ability to pull in only parts of DHCPReg (which is often a desirable thing) this can be done by

"bundling" related pieces of functionality with @EXPORT tags.

The current revision doesn't make use of try/throw/catch exception

handling. Since Perl supports that programming style with the eval and die operators, I recommend trying that in the next revision and see if tighter code results.

: 3) What features are missing from DHCPReg that you think should be

:    present ?

Considering the problem domain, an API to manipulating the data in

dhcpd.conf files, all the primitive operations seem to be covered - add, check, and delete. However from the primitives you can build other

operations, like a "Update" or "Modify" which uses Add and Del internally to save that hassle from the client programmer. So, the same thing ipchange-dhcpreg.pl is doing, but go ahead and fold that into the module code.

Also some of the variables that are standard between the .pl scripts, like the location of the dhcpd.conf file, could be exported as constants from the module code. Since the file locations are parameterized the client programmer can use different values when necessary. This is good. But it's also good to provide defaults to help hide the the particulars of the dhcpd installation from the client programmer.

A mental exercise I use is to try imagining that my client programmer,

although a competent programmer, is _not_ a sysadmin, and so I want to

make the sysadminny details as easy for him as possible.

: 4) What do you like about the program and functionality ?

The main purpose of a library is to provide a piece of completed work to another programmer. The code is complete and debugged, the complexity of the problem is hidden, the bridge has been crossed. In order to do this well the library must provide an API that is not too complex - if it's just as complicated to use the API as to not use it, what's the point?

However the API must be detailed enough that it leaves the client

programmer with enough flexibility to accomplish his goals, many of which the API designer never envisioned ahead of time.

So, the point being that I think DHCPReg succeeds in that respect. As

mentioned earlier, it provides an API that covers the primitives of any

I/O operation - read (the check* routines) write (the add* routines) and erase (the del* routines).

However, a library can provide something else. It can provide to the

client programmer the skill and expertise of the library author. In the

time spent working on the library code, the author develops expertise in the problem domain. This expertise can manifest in the implementation - perhaps the author has made an effort to benchmark and tune the provided code. But it can also be provided in the API, and DHCPReg has at least one example of that with the add_bulk_macaddr() routine. The library author knows that adding multiple entries in a single pass over the file is more effective than making multiple passes. So we have the add_bulk_macaddr() routine. A programmer using the library might not ever think about this

particular optimization, but since the library routine is right there the natural thing is to use it.

: 5) What don't you like about the program and functionality ?

I tend to like to choose the divisions between my modules so that each

module holds more than one subroutine, and the modules are organized by

general functionality. So for example all the write_*entry() subroutines would be grouped in a single module. This is more of a stylistic issue, though, as long as the decision doesn't impose extra burden on the client programmer. (See [2] above.)
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